CASE STUDY

Global Energy Company
Accelerates Its Enterprise Al with
Local Offline Small Language Model (SLM)

A TechM and Intel Success Story



Overview

In an era where data security and privacy are Our solution ensured:
paramount, a leading energy company—one of the
world'’s largest—faced a critical challenge:
enabling Al-powered knowledge search across

100% data privacy: All processing occurs locally with zero
cloud connectivity

sensitive documents while maintaining absolute 50+ concurrent users supported on server deployment
confidentiality. Traditional cloud-based Al solutions Multi-format document support: PDF, DOCX, XLSX, PPTX
posed unacceptable security risks for an PST TXT and images ' ' ' '

organization managing proprietary technical
documentation, engineering specifications, and
confidential communications.

Real-time inference: Achieving 20-44 tokens/second
throughput on recommended hardware

Cost-effective deployment: Eliminates ongoing cloud API
Tech Mahindra, in collaboration with Intel, costs while maintaining security
developed a groundbreaking solution:

This demonstrates that sophisticated Al capabilities previously
requiring cloud infrastructure can now operate entirely
on-premises, opening new possibilities for industries with
stringent data governance requirements including energy,
defense, healthcare, and financial services.

a fully offline, locally hosted generative Al (GenAl)
system running on Intel® Core™ Ultra processors
with integrated Intel® Arc™ Graphics. This approach
delivers enterprise-grade Al capabilities without data
ever leaving individual workstations, fundamentally
transforming how knowledge workers access and
utilize information.
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Client Background and Challenges

Balancing Al Innovation with Security Imperative

The client is a leading producer of energy and chemicals solutions
that drive global commerce.

The client’s knowledge workers navigate vast repositories of technical documentation
spanning decades of operations. Engineers, project managers, and technical specialists
require rapid access to specific information buried within:

Thousands of PDF technical specifications and engineering drawings
Extensive Word documents containing project documentation and procedures
Complex Excel spreadsheets with operational data and calculations
PowerPoint presentations from training sessions and technical reviews

Years of email archives in PST format containing institutional knowledge
Scanned images and diagrams requiring optical character recognition

Traditional keyword search proves inadequate for this complexity. Engineers might
spend hours locating specific technical details across multiple documents, leading to:

Delayed decision-making as teams wait for information retrieval
Duplicated effort when knowledge isn't efficiently shared

Increased risk of overlooking critical technical details

Reduced productivity as skilled professionals spend time searching
rather than analyzing




The Cloud Al Dilemma

Cloud-based Al solutions like ChatGPT offer powerful
natural language search capabilities, but present
insurmountable challenges for organizations like the
client:

» Security Concerns: Proprietary technical data
transmitted to third-party servers; potential data
retention by Al service providers; exposure to data
breaches or unauthorized access; compliance
violations with internal data governance policies

» Operational Limitations: Dependence on internet |
connectivity in remote operational facilities;
recurring API costs scaling with usage; lack of
control over model updates and capabilities;
inability to customize for domain-specific
terminology

 Regulatory Requirements: Industry regulations
prohibiting external data transmission; geographic
data sovereignty mandates; audit requirements for
data access and processing

The client required a fundamentally different approach:
Al capabilities that operated entirely within their
security perimeter, processing sensitive documents
without any external connectivity while maintaining
the sophisticated natural language understanding that
makes generative Al transformative.



Our Approach and Solution Powered by Intel

Tech Mahindra, an Intel® Al Builders program member with deep expertise in Al
implementation and the utilities sector, architected a solution that brings
enterprise-grade generative Al capabilities directly to employee workstations. Our
approach combines open-source language models optimized for Intel hardware with a
robust document processing pipeline.
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Figure 1: High level architecture



Our solution employs
sophisticated multi-component architecture:

Document Processing Pipeline: Automated extraction from multiple formats (PDF, DOCX, XLSX,
PPTX, PST, TXT); OCR using Tesseract and EasyOCR for images; advanced table detection and
extraction; metadata preservation; intelligent chunking strategies

Vector Database Implementation: ChromaDB for efficient local storage of document
embeddings; BGE-M3 embedding model for high-quality semantic representations; support for
vector search, query search, and filter-based retrieval; configurable folder monitoring for
automatic indexing

Language Model Selection: 2.5 (7 B parameters) for enhanced accuracy and multilingual
capabilities after comparing with multiple other models

Framework used is Ollama optimized with IPEX (Intel's Extension For PyTorch).

Intel Optimization Stack: Intel® Extension for PyTorch, Ollama integration, and Intel® Core™
Ultra Processors with integrated Intel® Arc™ Graphics

Al Model offloaded to GPU for faster throughput as well as leaving CPU for office productivity
workloads.

This optimization stack delivers inference time reductions of up to 80% compared to unoptimized
implementations, while maintaining model accuracy.




User Experience

With this sophisticated underlying architecture, the solution
also presents users with an intuitive, ChatGPT-like interface:

Document Upload: Drag-and-drop or folder monitoring

+ Automatic Processing: Background indexing creates
searchable embeddings

+ Natural Language Query: Ask questions in plain language
across all indexed documents

e Contextual Responses: Al-generated answers with
citations to source documents

* Source Navigation: Click-through access to relevant
sections

» Advanced Capabilities: Email persona integration,
multi-document synthesis, filter-based search,
conversation history

Hardware Excellence: Intel® Core™ Ultra Processors

The solution’s performance hinges on Intel's latest processor
innovations, specifically the Intel® Core™ Ultra series with
integrated Intel® Arc™ Graphics. These processors represent
a paradigm shift for Al workloads, bringing discrete-class
GPU performance directly into mobile workstations.

We conducted extensive hardware benchmarking across
multiple configurations, demonstrating strong performance
and scalability for both individual and server-hosted
deployments.

Technical Implementation Deep Dive

+ Software Architecture: Python 3.11, Llamalndex,
ChromaDB, PyMuPDF, Camelot, python-docx, OpenPyXL
Pillow, Tesseract, EasyOCR, pywin32

* Model Optimization: Quantized to INT4; up to 80%
inference time reduction; minimal accuracy loss (<2%)

e API Design: OpenAl-compatible API format; RESTful
endpoints; streaming responses
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Document Processing Capabilities

Handles diverse document formats with sophisticated
extraction and dual OCR engines (Tesseract and EasyOCR).
Extraction accuracy depends on source document quality,
with clear text-based documents achieving 95-99%
accuracy.

Email Integration and Persona Learning

A unique feature is the ability to learn individual writing
styles for email composition, maintaining consistent
communication style in Al-generated drafts.

Security and Privacy Architecture

« Data Isolation: All processing occurs locally; no internet
connectivity required; documents never transmitted
outside the organization

e Access Controls: User-level access, optional Active
Directory/LDAP integration, audit logging, configurable
retention policies

* Model Security: Open-source models reviewed for supply
chain security; no telemetry or usage data transmitted
externally
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Business and Community Impact

«  75% reduction in time spent searching for information

« 10-15 hours per week reclaimed for high-value analytical work :

+ Zero ongoing API costs; estimated savings of S50-150 per /
user per month

¢ 90% accuracy rate in information retrieval

«  50% cost reduction in document review processes

+ 350% ROI over three years projected for knowledge-intensive
organizations

« Enhanced innovation, risk mitigation, competitive advantage, \
and employee satisfaction ,

Key highlights:

 Model Performance on Local Hardware: Achieved 80%
inference time reduction with Intel optimization stack

+ Diverse Document Formats and Quality: Multi-stage
processing pipeline and quality assessment algorithms

» Large Document Collections: Configurable, prioritized indexing
and background processing

* Maintaining Context Across Queries: Stateful conversation
management with ChromaDB and Llamalndex

+ Organizational Change Management: Comprehensive user
training, pilot programs, ongoing support

The implementation represents the vanguard of a broader
trend: moving Al processing from centralized cloud services to
distributed edge devices. This shift enables industry-specific
opportunities in healthcare, financial services, manufacturing,
legal, defense, and government, with Intel's Al PC roadmap
promising even greater capabilities in the future.




Conclusion: Al Transformation
Without Compromise

This case study demonstrates that organizations no longer
face a binary choice between Al capabilities and data security.
Advanced Al can operate entirely within the enterprise

perimeter, processing sensitive information without external
connectivity while delivering performance that rivals
cloud-based alternatives.

For organizations in regulated industries, those with stringent
data governance requirements, or those seeking greater
control and lower ongoing costs, local offline GenAl represents
the future of enterprise Al deployment.

Get Started with Tech Mahindra

We offer comprehensive services for similar
deployments, including discovery workshops, proof
of concept, and production rollout. Intel partners
can leverage reference implementations and
optimization guides.




About Tech Mahindra

Tech Mahindra (NSE: TECHM) offers technology consulting and digital solutions to global enterprises across industries, enabling transformative scale at unparalleled speed. With 152 000+
professionals across 90+ countries helping 1100+ clients, Tech Mahindra provides a full spectrum of services including consulting, information technology, enterprise applications, business process
services, engineering services, network services, customer experience & design, Al & analytics, and cloud & infrastructure services. It is the first Indian company in the world to have been awarded
the Sustainable Markets Initiative’s Terra Carta Seal, which recognizes global companies that are actively leading the charge to create a climate and nature-positive future. Tech Mahindra is part of
the Mahindra Group, founded in 1945, one of the largest and most admired multinational federation of companies. For more information on how TechM can partner with you to meet your scale at

speed imperatives, please visit https://wwwtechmahindra.com/.

TECH
mahindra

= Jin JDC

www.techmahindra.com
www.linkedin.com/company/tech-mahindra

www.x.com/tech_mahindra

Copyright © Tech Mahindra Ltd 2025. All Rights Reserved.

Disclaimer: Brand names, logos, taglines, service marks, tradenames and trademarks used herein remain the property of their respective owners. Any unauthorized use or distribution of this content
is strictly prohibited. The information in this document is provided on "as is" basis and Tech Mahindra Ltd. makes no representations or warranties, express or implied, as to the accuracy, completeness
or reliability of the information provided in this document. This document is for general informational purposes only and is not intended to be a substitute for detailed research or professional advice
and does not constitute an offer, solicitation, or recommendation to buy or sell any product, service or solution. Tech Mahindra Ltd. shall not be responsible for any loss whatsoever sustained by any
person or entity by reason of access to, use of or reliance on, this material. Information in this document is subject to change without notice.




